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Discussion
• First policy to actively use downwash for 

manipulation.
• Next steps and Extensions:
• On-robot reinforcement learning via self-play.
• Multi-agent soccer and adversarial games.
• Extend to leaf blowing, litter collection, animal 

herding.
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Introduction

• Unmanned Aerial Manipulators (UAMs) utilize direct contact (e.g. 
arms, cables) for manipulation.

• Is direct physical contact the only interaction mode available for 
UAMs?

Results

Airflow speed at rotor 
plane.

1. Induced Speed 
Estimation

Computed from Baursfeld 
et al’s model [1].

2. Downwash Speed 
Estimation

• Drones constantly interact with their surroundings via 
“downwash,” the airflow field produced by drone’s propellers.

• We design and demonstrate a drone soccer task, where the drone 
must actively utilize downwash to perform manipulation.

Airflow radiates outwards 
near ground.

3. Ground Spreading 
Heuristic

Blunt drag model.

4. Ball Force
Estimation

We develop a downwash dynamics model to train an RL policy to push a ball towards a goal.

• We directly deploy our policy on hardware
• Policy reaches goal in 3 out of 4 scene 

configurations.
• Human-in-the-loop (HITL) experiment: The 

drone and human subject achieve a 10-pass 
rally.

• Policy occasionally struggled to redirect ball, 
likely due to sim-to-real gap.
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• State space: drone inertial, ball inertial, goal 
location.

• Action space: 10 Hz position setpoints.
• Reward terms: dense ball progress rewards, 

sparse goal reward, sparse crash penalty, 
dense setpoint jitter penalty.

• Optimizer: PPO.
• Curriculum: initial ball velocity and scene 

configuration increasingly randomized 
throughout training.

5. Reinforcement Learning Setup
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